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About This Document

This document is intended to give guidance on designing, sizing and implementing a vReplicator-based
replication and Disaster Recovery (DR) solution. All advice given is guidance only; actual
implementations should be configured based on requirements and available resources.

It is assumed that the reader has a fundamental understanding of virtualization, networking and
operating system technologies. This document is not a replacement for the vReplicator User Manual.

About vReplicator

Vizioncore's vReplicator is a software solution that replicates virtual machines between VMware
Infrastructure environments, enabling disaster recovery. The entire virtual machine—including
configuration settings, OS patches, the application itself as well as the data and all other OS-level
changes—is replicated from source to destination. vReplicator allows for selective replication of critical
virtual machines, eliminating the maintenance, network traffic and hardware expense of replicating the
entire LUN or SAN. vReplicator can replicate from several hosts to one host and can replicate to
hardware platforms that are dissimilar from the source.

For more information, or to download vReplicator, see:
http://www.vizioncore.com/products/vReplicator.

Determining Requirements

When implementing a disaster recovery solution, the business requirements for recovery in a disaster
situation should first be determined.. Based on the business requirements and available budget, a
disaster recovery solution can then be designed, sized, and implemented.

Before determining the requirements, there are some concepts that you should be familiar with:

Recovery Point Objective (RPO): The maximum data loss acceptable in a disaster, usually measured in
hours (e.g. 2 hours or 48 hours).

Recovery Time Objective (RTO): The maximum downtime acceptable in a disaster before the systems
are available for use again, usually measured in hours (e.g. 4 hours or 72 hours).

RPO and RTO are business objectives, rather than technology requirements. The RPO and RTO
requirements for a disaster recovery solution should be determined directly by the business impact of
the system being down for a certain length of time. Depending on the system and the industry, this can
vary significantly. A construction company, for example, may be able to sustain a 48 hours ERP system
outage without significant impact; whereas if an e-commerce retailer’s website and database system are
down for longer than 15 minutes, they can very quickly lose sales. The RPO and RTO requirements will
determine the cost and configuration of the disaster recovery solution.
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One common method of disaster recovery planning is to determine the acceptable RPO and RTO for
each IT server or system, and then divide the IT systems into multiple tiers based upon these
requirements. Each tier can then have a particular configuration for disaster recovery replication

applied to it.

Tier RTO RPO Description Systems

Tier-A 1hr 1hr Critical infrastructure Domain Controllers, DNS, DHCP
components

Tier-B 4 hrs 4 hrs Top priority business systems Email, Accounting, Web, POS

Tier-C 4 hrs 24 hrs | Lower-priority applications that | Rostering App, File Servers
can sustain some data loss.

Tier-D 48 hrs 24 hrs | Non business-critical systems Intranet

Tier-E 7 days 2 days | Systems with no day-to-day Test and development servers
business function

Figure 1 - Example Disaster Recovery Tier Worksheet

Once the business RPO and RTO requirements have been determined, the solution can be designed and
implemented. In the example above, we would most likely replicate Tier’s A, B and C using vReplicator
while using vRanger Pro to provide DR for Tiers D and E™.

Choosing a Disaster Recovery Site Strategy

A disaster recovery site can be cold, warm or hot. Each type of site has different recovery times and
different corresponding infrastructure requirements and costs.

A Cold or Off-line site consists of powered off servers. A cold site is generally the most affordable DR
strategy, and provides the highest RTO of any of the site types. In a DR event the servers are booted up
and backup images are restored to them. vReplicator is not applicable to a cold site. vRanger Pro can
be used in this situation.

A Warm site holds a number of ESX hosts, powered on. Network communication is fully enabled
between the production site and the DR site. The ESX hosts hold powered-off replicas of production
VMs, ready to be booted up at a moment’s notice. With a warm site, no production services are
running.

Similar to a warm site, a Hot site consists of powered on ESX hosts. In addition, a hot site includes
running production services — for example, Active Directory Domain Controllers, DNS servers and File
Servers. A hot site usually results in the fastest time to recovery as many essential infrastructure
services are already running, reducing the time required for business applications to come online.

When implementing a hot disaster recovery site, you can choose to use a combination of replication
tools native to certain infrastructure applications as well as vReplicator for other applications. For
example, Active Directory, DNS, Exchange 2007, SQL Server and many other applications include native

! While vRanger Pro can also meet the RTO and RPO requirements for Tier C, in this example vReplicator is our
technology of choice.
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replication functionality. When deciding whether to use vReplicator or native replication functionality,
consider the following questions:

Are there any extra licensing costs for using vendor native replication rather than using
vReplicator to replicate to a powered off image?

Will using multiple replication techniques for different applications complicate the DR plan for
limited marginal benefit?

It is usually beneficial to have live critical infrastructure components such as Active Directory and DNS
available at a hot site to assist with a quick recovery.

vReplicator Server Placement

When implementing a disaster recovery solution utilizing vReplicator, a significant design decision is
where to place the vReplicator server.

The vReplicator server’s role within a disaster recovery solution is to control the replication of virtual
machines between the ESX hosts and to act as a point of control in the case of a disaster. Virtual
machine changes are replicated directly from one ESX host to another, not through the vReplicator
server.

The most beneficial location to install vReplicator is at the disaster recovery site to act as a point of
control in a disaster situation®. vReplicator is equally suited to installation on a virtual machine or
physical server.

Replication Timing

Replications can be scheduled with a replication window from 15 minutes upwards. When choosing
your replication windows, it is important to take into account the time a replication will take and the
VM'’s RPO.

vReplicator offers two replication interval modes: fixed and sliding. Fixed mode replicates according to a
fixed schedule (e.g. every 2 hours), while sliding mode replicates based on when the last replication
completed (e.g. 2 hours after the last replication).

In order to meet the RPO targets, replications should be timed to meet the business requirements as
accurately as possible. If you are using a sliding schedule, ensure that the replication frequency allows a
full replication and schedule pass within your RPO.

’ However, placement at the DR site is not critical to a DR strategy as virtual machines can also be started up
directly from the ESX hosts.
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Hybrid vs. Differential

vReplicator offers two different replication modes: Hybrid, and Differential. Each replication mode
works in a particular way. Regardless of whether Hybrid of Differential replication is chosen, only the
changed data will be replicated on each replication pass.

In Differential replication, a differential block scan occurs to check for changes from the last replication
pass each time vReplicator hits a replication interval. The differential scan speed varies based on host
resources and disk speed, however, a good rule of thumb for the scan speed is approximately 1GB per
minute. The entire source VMDK will be scanned. With differential replication, a snapshot is held open
on the source VM during the replication pass only.

Hybrid replication is based on snapshot rotation, with a fall-back to differential scanning in certain
circumstances. With hybrid replication, a snapshot is opened against the source VM to capture changes
that occur to the VM without a block scan. On each replication interval, the snapshot containing the
changed data is sent to the replica site, closed on the source side, and a new snapshot is opened to
capture the next set of changes. Block scans are not done during a hybrid replication, except in the case
where the destination VM state is altered (e.g. a failover test).

While the choice of Hybrid or Differential replication should be made for each VM based on the RPO,
RTO, 10 characteristics of the VM and other requirements, there are some general rules of thumb that
assist with determining which method of replication to use for each VM:

VM Size Replication Recommended Replication Settings
Interval

Small Any Consider using Differential. Small VMs are

(e.g. < 20GB) replicated very efficiently using Differential
replication.

Medium - Large Frequent Consider using Hybrid. By using Hybrid replication,

(e.g.10 - 150GB) (e.g. once per replication intervals can be very close due to the

hour) elimination of scan time.

Medium - Large In-Frequent Use Differential. Using differential replication

(e.g. 10 - 150GB) (e.g. once per day) | ensures that snapshots will not grow throughout
the day, as they would if using Hybrid.

Very Large Any Use Hybrid, and replicate frequently. Hybrid

(e.g. 500GB+) ensures the elimination of scan time, and
replicating frequently ensures that snapshots do
not grow to an unmanageable size. While large
VMs can be replicated less frequently, ensure that
you have an adequate replication interval to
replicate the entire VM.

Figure 2 - Hybrid vs. Differential
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ESX Host Configuration

vReplicator 2.5 uses the ESX Service Console to control replication and also uses VMware snapshot
technology. By default, the ESX Service Console is significantly resource constrained, which can impact
the performance of replication and snapshots>.

For best performance of replication and VMware snapshot operations, increase the memory allocation
of the Service Console to 800MB and CPU Reservation to 1500 MHz. You can configure these settings
through the VMware Infrastructure Client on the Configuration tab of each ESX host. The settings are
under “Memory” and “System Resource Allocation”.

The ESX Service Console should have a dedicated’ 1Gbps network interface assigned to ensure adequate
bandwidth for replication. Sharing a network card between the service console and virtual machine
network can impact on replication performance.

Virtual Machine Configuration

The configuration of the virtual machines to be replicated can have an impact on replication
performance and DR plan success.

vReplicator supports replicating virtual machines that have VMDK and virtual-mode RDM?® virtual disks.
Physical-mode RDMs are not supported for replication. Ensure that any disk volumes that must be
replicated are either VMDK or virtual-mode RDMs.

As vReplicator uses VMware snapshots for replication, ensure there is adequate storage for snapshots
during the replication process and between replications (if using Hybrid replication). Snapshots are
stored in the virtual machine’s primary data store, with the VMX virtual machine configuration file.

To ensure best replication performance, ensure that disk-intensive activities are not scheduled to occur
within virtual machines during a replication. Examples of these activities can include Anti-Virus software
disk scans and traditional backups.

Data consistency of the replicated virtual machine at the point in time of replication can assist with a
quick recovery of transactionally consistent environment if a disaster is encountered. Different
replication configurations are available for different platforms. Many database platforms support VSS,
such as Microsoft Active Directory, Exchange, SQL and certain versions of Oracle. Use the following
table when deciding what form of disk data consistency protection (“quiescing”) to use when replicating
virtual machines.

* Note that because vReplicator utilizes the ESX Service Console, ESXi is not supported.
4 Or teamed.
> Raw Disk Mapping.
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Platform Quiescing | Recommended Configuration Settings
VSS-aware 32-bit vReplicator Use vReplicator’s VSS engine by deploying the
Windows(XP, 2003) VSS agent to the VM and enabling VSS through
VReplicator’s VSS menu.
Alternatively, use VMware’s VSS as below.
VSS-aware 32-bit Windows VMware VSS | Use VMware’s VSS engine with ESX 3.5U2 and
(XP, 2003, Vista, 2008), 64- above. Ensure the VM is running VMware Tools
bit Windows (XP, 2003, Vista, from ESX 3.5U2 or above, VSS quiescing has been
2008) enabled in VMware Tools and the VMware file
sync driver has been removed.
When configuring the replication job in
vReplicator, ensure “Disable guest quiescing” is
unchecked to enable quiescing through VMware
Tools.
VSS-aware Windows VMware VSS | When replicating VMSs running on a VSS-aware
platforms with non-VSS plus Script platform with database systems that do not

aware databases

support VSS (e.g. Lotus Notes), use a combination
of VMware’s VSS plus a custom quiescing script.

Follow the instructions above to configuration
VMware VSS. In addition to this, configure a
custom quiescing script for VMware Tools to call
that will properly quiesce your database system.
Information on these scripts is available in the
Virtual Machine Backup Guide from VMware. See
your database vendor for the correct commands to
quiesce your database.

Windows prior to 2003,
Linux, Solaris, etc.

None or Script

When replicating VMs running on a platform that
is not VSS aware, choose between no quiescing
and custom quiescing.

A valid option is choosing no quiescing, which will
result in a crash-consistent replica at the DR site.
Crash-consistent is the same state as if the
production server had its power cable pulled out
while running. For many applications this is a good
level of protection.

If a higher level of data consistency is required,
utilize a custom-quiescing script through VMware
Tools. Information on these scripts is available in
the Virtual Machine Backup Guide from VMware.
See your platform and database vendors for the
correct commands to quiesce the system.

vizioncore’
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Network Bandwidth Considerations

While technically outside of vReplicator’s control, the network architecture is a significant component of
any disaster recovery infrastructure. Components to consider include bandwidth, link contention and
latency/jitter.

Correct sizing of a link for replication traffic is part science and part art. As a general rule of thumb, you
should ensure you have sufficient bandwidth to handle replicated changes to the source virtual
machines, any extra traffic that may utilize the link, and overhead for large data changes such as service
packs and application upgrades. When sizing a link, ensure that all network traffic that will traverse the
link is taken into account, as this may have an impact on replication times. Vizioncore has a vReplicator
link sizing calculator available, please contact your local Vizioncore Systems Engineer for a copy.

vReplicator traffic is transmitted using the TCP protocol, and is susceptible to lower performance if
transmitted across a link with a very high latency or jitter®, such as a satellite link. Low latency links such
as Ethernet, DSL and MPLS allow TCP to transmit data at its highest rate possible.

If there is a significant amount of production network traffic also using the link, implement network
quality of service (QoS). QoS will ensure that network traffic is correctly prioritized, granting all
applications a fair percentage of the bandwidth available. vReplicator replication traffic can be
identified for QoS as a transmission between ESX hosts on TCP port 22 (SSH).

IP Addressing

Probably the most complicated and most overlooked component of designing a disaster recovery
solution is the IP Addressing. Designing the IP Addressing architecture correctly will allow your
production site to communicate with your DR site, and, more importantly, will allow your client
computers to communicate with your servers in the event of a disaster.

A bridged network connection between sites will ensure the highest probability of a successful failover
in the case of a disaster. With a bridged network connection, the Layer 2 network protocol is spanned
between sites so a single IP address range can be shared between sites. This simplifies the disaster
recovery failover process significantly and aids with any live failover testing. Changing IP address during
a high pressure disaster recovery event always complicates the process. This introduces a potential for
error and may lengthen the time to recover business operations at the DR site. Bridging the production
and DR networks should always be your first choice.

An alternative configuration is to use two virtual network cards for each virtual machine that you
replicate. The dual virtual NIC approach complicates the architecture of the solution. It can, however,
prove more cost effective in some situations.

Both of the virtual network cards should be configured with IP addresses; a production virtual NIC with a
production IP, and a DR virtual NIC with a DR IP.

® Network jitter is when latency varies significantly.

@ vizioncore’ vReplicator 2.5 — Best Practices
AT THE CENTER OF VIRTUALIZATION »



http://www.vizioncore.com/

When running in production, NIC1 will have the production IP address and be connected to the
production virtual switch on the production network. NIC2 will have the DR IP address, and will be
connected a DR virtual switch disconnected from any networks.

On the replicated virtual machine, the configuration will be the same except on the ESX host layer. The
DR ESX host’s “Production” virtual switch should be disconnected from the physical network, whereas
the DR virtual switch should be connected to the network at the DR site.

If choosing to implement the dual network card approach, ensure you comprehensively test a full site
failover to ensure that all routing considerations are taken into account.

Pre-Staging

In order to effectively set up a disaster recovery site, it is often desirable to copy the initial full set of
virtual machine data offline, rather than replicate the full virtual machine’s data via a WAN link. This
process is known as pre-staging.

You can pre-stage a vReplicator environment by using vRanger Pro. The process is:
1. Create vReplicator replication job. Do not run the job, and disable after creation.
2. Do avRanger Pro image based backup of the source virtual machine.
3. Transfer the vRanger Pro archives to the DR site.

4. Do avRanger Pro restore to the target ESX host, over-writing the existing replica virtual
machine.

5. Enable replication — only changes will be replicated.

vRanger Pro and vReplicator

vRanger Pro and vReplicator together form an effective disaster recovery solution. There are some
technology considerations when implementing both vRanger Pro and vReplicator in the same
environment.

1. vRanger Pro and vReplicator will not perform a simultaneous backup and replication of any
virtual machine. There is VM-level locking in both vRanger Pro and vReplicator to ensure that
one software package does not modify a VM while the other software package is performing an
operation on it. The impact of having scheduled backups and replications should be planned for
accordingly.

2. When backing up a virtual machine with an open snapshot, vRanger Pro will always do a full
backup, even if a differential’” backup is scheduled. The impact of this on an environment and

7 In this case, we are referring to a differential backup using vRanger Pro, rather than a differential replication using
vReplicator.
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backup sizes should be considered and planned for on virtual machines using Hybrid replication,
which will always have a snapshot open.

Other Considerations

vReplicator is designed to protect a production environment with a disaster recovery environment, and
updates the disaster recovery VMs whenever a replication occurs. The software’s purpose is to allow
you to easily fail-over an environment to a secondary site if a disaster occurs or is imminent.

Each time vReplicator replicates a virtual machine, the destination VM is overwritten with the latest
changes. If there is a data or application corruption within the source virtual machine’s operating
system, the replica will be updated with the corruption.

In order to protect the virtual machine’s data consistency, Vizioncore recommend that you also back up
your virtual machines using vRanger Pro at your production site as a business continuity measure to
ensure that you can quickly recover your production virtual machines if you experience a data loss.
vRanger Pro has been specifically designed for this situation.

Feedback

If you have any feedback or comments on this document, please contact Vizioncore support on
support@vizioncore.com.
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